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C.M. Downey
Fall 2026

EBl UNIVERSITY« ROCHESTER 1
G




Overview

T@j UNIVERSITY ROCHESTER 2




Overview

e Overall theme: Neural Language Models from the Ground Up

EBl UNIVERSITY« ROCHESTER 2
G




Overview

e Overall theme: Neural Language Models from the Ground Up

e Breaking this down:

EBl UNIVERSITY« ROCHESTER 2
G




Overview

e Overall theme: Neural Language Models from the Ground Up

e Breaking this down:

e Neural = "based on Deep Learning" (I'll use these almost interchangeably)

[@® 6] 0
&y UNIVERSITY* ROCHESTER 2



Overview

e Overall theme: Neural Language Models from the Ground Up

e Breaking this down:

e Neural = "based on Deep Learning" (I'll use these almost interchangeably)

e Language Models: probabilistic models of a sequence of symbols

EBl UNIVERSITY« ROCHESTER 2
G




Overview

e Overall theme: Neural Language Models from the Ground Up

e Breaking this down:
e Neural = "based on Deep Learning" (I'll use these almost interchangeably)
e Language Models: probabilistic models of a sequence of symbols

e "from the ground up": starting with mathematical foundations and working up
to modern LLMs/chatbots

EBl UNIVERSITY« ROCHESTER 2
G



Overview

e Overall theme: Neural Language Models from the Ground Up

e Breaking this down:

e Neural = "based on Deep Learning" (I'll use these almost interchangeably)
e Language Models: probabilistic models of a sequence of symbols

e "from the ground up": starting with mathematical foundations and working up
to modern LLMs/chatbots

e This is meant to be a foundational introduction to the area

EBl UNIVERSITY« ROCHESTER 2
G



Overview

e Overall theme: Neural Language Models from the Ground Up

e Breaking this down:

e Neural = "based on Deep Learning" (I'll use these almost interchangeably)
e Language Models: probabilistic models of a sequence of symbols

e "from the ground up": starting with mathematical foundations and working up
to modern LLMs/chatbots

e This is meant to be a foundational introduction to the area

e Assumed knowledge: derivatives, basic probability, Python, git/github
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e Neural Networks operate on vectors

e lists of numbers (more next time)

e \ectors can represent words,
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Neural Networks / Deep Learning

e Neural Networks operate on vectors

e lists of numbers (more next time)

e \ectors can represent words,
concepts, entities, decisions, etc.

Neural Network

1
®
®
®
s
cat

® NNs take In vectors and transform
them into new vectors

e Using NNs with multiple layers is
referred to as Deep Learning
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Why bother with Language Modeling?

e [0 make better predictions, an LM encodes grammatical, semantic, and
"real-world" knowledge at every step

e We'll see this makes them great general-purpose models
e Also interesting to Linguists for the types of language structure they encode

e *Might* be conceivable as models of human competence (though this is
highly controversial)

e Making good predictions allows them to generate new language

e This has caused the explosion of Generative Al and Chatbots
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Language Modeling (Technical Definition)

e A Language Model makes a probabilistic prediction about a missing
component of a sequence of symbols

e "probabilistic": assigns a probability to each possible prediction

e "missing component”: usually this is the next symbol in the sequence,
given a certain prefix

e BUT: some LMs predict a missing word, rather than the next one

e "sequence of symbols": any ordered sequence of discrete units

e Often words, but sometimes characters, "sub-words", sound units, DNA

EBl UNIVERSITY« ROCHESTER 6
G




Language Models Without Words

é;’;::E @

Codon language model RNA language model
AR AN R A NN kBN
Regulatory ATTRANISATRRATRRNRRRRRRANRRARARNT
DNA flnode/
Promoter RBS Coding sequence Promoter Non-coding RNA gene

Long-context genome foundation model

B

w

[

Entropy (bits)
N

Loss (bits)

oOrRrNWwWPpLULIOODNOOWO O

1cedicted as the only conclusion that would

edicted as the only conclusion that would

Context
representations

Quantized
representations Q

Latent speech Z
representations

raw waveform X

Contrastive loss

) 4

Transformer

Masked

satisfy elizabeth the authenticity of

satisfy elizabeth the authenticity of

B
/

\ U4

UNIVERSITY* ROCHESTER

/7



Neural Language Models
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Neural Language Models

. calico cat sits
e As the name suggests: Neural Networks can be trained

to do Language Modeling

e All we need for this training is language data (text, audio,

etc.) ¢ $ |

Neural Network

1

The calico cat
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Neural Language Models

. calico cat sits
e As the name suggests: Neural Networks can be trained

to do Language Modeling

e All we need for this training is language data (text, audio,

etc.) t t t
e Vector representations of language learned by the Neural Network
model are:

1

e Flexible/generalizable to new instances, tasks

e Information-rich, both in Linguistic structure and world
knowledge

The calico cat
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Overall Structure

e Part 1: Mathematical and CompLing Foundations (~3 weeks)
e Part 2. Language Model Architectures (~3 weeks)

e Part 3: Special LM Topics (~4 weeks)

e Part 4: “Large Language Models” and Agents (~2 weeks)

e Part 5: Speech models (~1 week)

e Part 6: Project Presentations and Wrap-up (~1 week)
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1: Math and CompLing Foundations

e Goal: build core knowledge in the SR '3
(28 | X s R
underpinnings of Neural Networks A DL D—0—O®)
e [OpicCS:
. 0SS \A
e Vectors, Matrices, Linear Transformations S
Cost(w.b) 0? rglﬁr:asciieepnt

slope of loss at wl/
1s negative

descent

e Supervised Learning, Gradient Descent

b )
AL
BRI

G05Y)

e Computation Graphs

cpr s 0 (goal)
e Artificial Neurons
e Word Vectors | o=
e Probabilistic Language Modeling I et
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2. Language Model Architectures

e (Goal: Survey different types of
Neural Language Models

e [Opics:

e Feedforward NNs
® Recurrent NNs
e Recurrent variants / seg2seqg

e [ransformers
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e (Goal: Dig into specialized topics

3: Special LM Topics

@ Mask LM Mask LM \
& * *
).

Le (e S ) - ()

related to text LMs Srheas|| ||

(o) (1) ..

OEae .- B8
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e [Opics:

Masked Sentence A Masked Sentence B

*
Unlabeled Sentence A and B Pair

Pre-training

Head 1-1 Head 3-1

e Pre-training/Fine-tuning Paradigm
e Decoding (Generation)
e [okenization

e Multilingual Models )
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the the the the
wingspan :, »wingspan wingspan swingspan
4
is \ is is\is
24. 24 24\24
28 .28 28§28
mm’/ ‘mm mm\mm
[SEP]’ [SEP] [SEP]>[SEP]
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4. Large Language Models

e (Goal: Understand innovations
behind modern "Large Language
Models" and how they relate to
traditional Neural LMs

e [opicSs:
e Prompting / In-context Learning
e Alignment / Instruction Tuning
e Reinforcement Learning

e Agents

Instruction
without
exemplars

Instruction
with exemplars

Without chain-of-thought

é )
Answer the following
yes/no question.
w=) yes
Can you write a whole
Haiku in a single tweet?
N J

Q: Answer the following
yes/no question.

Could a dandelion suffer
from hepatitis?

A: no

Q: Answer the following
yes/no question.

Can you write a whole Haiku
in a single tweet?

KA:

=) yes

ChatGPT

Ul Mockup

Explain quantum computing in simple terms

Quantum computing is a type of computing where i
mechanical phenomena, such as superposition and 4
information is processed using bits, which can have
computing, information is processed using quantu
multiple states simultaneously. This allows quantum

calculations much faster than traditional computers.

With chain-of-thought

Answer the following yes/no question
by reasoning step-by-step.

Can you write a whole Haiku in a
single tweet?

A haiku is a japanese
three-line poem.
That is short enough
to fit in 280
characters. The
answer is yes.

\

N

N

Q: Answer the following yes/no question by
reasoning step-by-step.

Could a dandelion suffer from hepatitis?

A: Hepatitis only affects organisms with livers.
Dandelions don’t have a liver. The answer is no.

Q: Answer the following yes/no question by
reasoning step-by-step.

Can you write a whole Haiku in a single tweet?
A

A haiku is a japanese
three-line poem.
That is short enough
to fit in 280
characters. The
answer is yes.

Explain quantum computing in

simple terms

Quantum computing is a type of
computing where information is
processed using quantum-
mechanical phenomena, such as
superposition and
entanglement. In traditional
computing, information is
processed using bits, which can
have a value of either 0 or 1. In
quantum computing,
information is processed using
quantum bits, or qubits, which
can exist in multiple states
simultaneously. This allows
quantum computers to perform
certain types of calculations
much faster than traditional

computers.

ChatGPT Jan 30 Version. Free Research Preview. Our goal is to make Al systems mo

q

\elp us improve.

<0
\\,/’//’
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5: Speech Models

e Goal: Obtain a basic understanding wncay YT
of how speech-based LMs work S oo T
C ENCODER )
e Topics: et S L
_— | Subsampling ™~
e Acoustic Data o0 Ml spectrum f; f:

Feature Computation

e he Fourier Transform

e CTC Loss

Y (output) d i n e r
Py Speech . M Architectures Aalignment) |d{[i | i|[n|n|in|njie|r|r|r|r|r|r
S A A I O
X (input) X111%21%3][ %4 ]| X5 || X6 || X7 || X8 || X9 |*10][X11] X12]X13|X14
wavefile
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Grading

e Final grade composition
e 40% term project
e 30% homeworks
e 20% in-class quizzes

e 10% attendance & participation

e | ate work penalty
® 5% for 1st hour
e 10% for 1st 24 hours
e 20% for 1st 48 hours

e No grade for work >48 hours late
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Attendance

e Attendance is required and | will keep track
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Attendance

e Attendance is required and | will keep track

e You have two "free" absences
e These can be used for any reason (including just not wanting to show up!)
e You do not have to contact me to use these "free" absences

e | will apply these automatically, showing as "excused" in Blackboard
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Attendance

e Attendance is required and | will keep track

e You have two "free" absences

e These can be used for any reason (including just not wanting to show up!)
e You do not have to contact me to use these "free" absences

e | will apply these automatically, showing as "excused" in Blackboard

e You may also request formally excused absences, which can be granted for
important civic, religious, family reasons, etc.

e These don't count towards your free absences if approved

e Make sure to show up on quiz days!!
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Quizzes
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Quizzes

e | will hold in-class quizzes on most Mondays (sometimes Wednesdays)
e You will have the first 15-20 minutes of class to complete them
e Pen/pencil and paper format! (I will bring some spare pencils)

e All dates/topics found on the course webpage
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Quizzes

e | will hold in-class quizzes on most Mondays (sometimes Wednesdays)
e You will have the first 15-20 minutes of class to complete them
e Pen/pencil and paper format! (I will bring some spare pencils)
e All dates/topics found on the course webpage
e Designed to gauge engagement with the material, not to trick you!
e Grades will be shifted so that the median is 85% (only shifted up)

e Example questions: math, simple code snippets, short answer, multiple choice
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Homework

e 3-4 assignments with written and programming questions

e Generally: questions that are too long for quizzes

[@® 6] 0
&y UNIVERSITY* ROCHESTER 2 O




Homework

e 3-4 assignments with written and programming questions

e Generally: questions that are too long for quizzes

e Usually assigned on a Wednesday and due after one week

e Deadline: 11pm Eastern Time on the due date

e Submitted on Blackboard
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Homework

e 3-4 assignments with written and programming questions

e Generally: questions that are too long for quizzes

e Usually assigned on a Wednesday and due after one week

e Deadline: 11pm Eastern Time on the due date

e Submitted on Blackboard

e Use of generative Al is not allowed on these homeworks
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Term Project

e Over the term you will complete a research project, which must:
e Answer a scientific question / hypothesis about language or linguistic theory
e Employ a neural model of language which you have trained or fine-tuned

e Address a creative topic based on group interests
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Term Project

e Over the term you will complete a research project, which must:
e Answer a scientific question / hypothesis about language or linguistic theory
e Employ a neural model of language which you have trained or fine-tuned

e Address a creative topic based on group interests
e \Working in groups is not required but is highly encouraged
e [he project will culminate in a scientific-style paper and presentation

e You will be given access to UR's BlueHive Computing Cluster to develop
your model and run experiments
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Term Project cont.
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Term Project cont.

e You will also complete project milestones throughout the semester to
ensure your topic is feasible and on-track

e [hese will count toward your term project grade
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Term Project cont.

e You will also complete project milestones throughout the semester to
ensure your topic is feasible and on-track

e [hese will count toward your term project grade

e Periodic self-assessments will ensure work is distributed fairly
e | understand that everyone will have different skill-sets
e Each group should consciously plan how best to distribute tasks

e Project milestones will be aimed at helping with this
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Resources
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Webpage

e cmdowney.io/teaching/ling282/fall26

e Up-to-date schedule

e Lecture slides posted

e Homeworks posted

e Links to required readings
e Course info and policies

e Always check here for important
dates!

(subject to change)

Date Topics + Slides

Aug 25 Introduction, Deep Learning
History

Aug 27 Vectors and Linear
Transformations

Sep 1

Sep 3 The Perceptron

Sep 8 Sup d Learning, Gradient
Descen

Required Readings

LING 282/482: Deep Learning in Computational Linguistics (Fall '25)

Schedule

Essence of Linear Algebra Ch.1-8

JM 4.0, 5.0-5.2.2

JM 5.4-5.6

Labor Day: no class

Event
in-class quiz:
vectors, ma trices,
linear
transformations
in-class quiz:
function derivatives
(Calc. pre-reqs)
BB UNIVERSITY~ ROCHESTER
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https://cmdowney.io/teaching/ling282/fall26

Blackboard

e \We will use Blackboard for:

e Submitting assignments
Deep Learning in Computational Linguistics

e Announcements

Content Calendar Announcements@ Discussions  Gradebook Messages Groups

e Discussion boards

Course Content

e Grades

GO Course Webpage

Check here for the most up-to-date versions of the course syllabus, slides, and calendar!

e Messaging (optional, you can also
email me)

& when2meet for office hours

Please fill out this poll to indicate which days/times of the week would work for you to attend office hc

e There is also a link to the webpage at
the top of the Blackboard homepage

Bl UNIVERSITY ROCHESTER 25
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Blackboard Discussions

e Please make use of the Blackboard
Discussions section!

e Feel free to post any course-related questions

or comments

e The thread topics are loose guides to organize
discussion

e |f you have a question, someone else might the

same one!

e | will try to respond to the discussion boards
within business hours

e Email me for urgent questions, but don't expect

replies within hours of a due date :)

: {@‘ General Course Discussion

&® Visible to students ~

Use this thread to ask any general questions about the course, including policies, logisitcs, overview, etc.

3 @ Math Discussion

&® Visible to students v

Use this thread to pose any questions, uncertainties, or comments on all things math-related, including
vectors, matrices, linear transformations, gradients, etc.

3 @ Programming Discussion

&® Visible to students ~

Use this thread for any questions or discussion related to programming, such as Python topics, version
control with Git/Github, Linux/Unix commands, PyTorch, etc.

3 @ Homework 1

<& Visible to students ~

Use this thread for any questions and discussion related to Homework 1 (due September 17)

1, UNIVERSITY+* ROCHESTER
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Contact and Office Hours

e Email: c.m.downey@rochester.edu

e Office hours: by appointment

e Just email me with some times that work for you and we’ll make an
appointment!

e Location: Lattimore 507 (just down the hall)

e Please don’t be shy about reaching out

EBl UNIVERSITY« ROCHESTER 27
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A Short History of NNs
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The first artificial neural network: 1943

BULLETIN OF
MATHEMATICAL BIOPHYSICS
VOLUME 5, 1943

A LLOGICAL CALCULUS OF THE
IDEAS IMMANENT IN NERVOUS ACTIVITY

WARREN S. MCCULLOCH AND WALTER PITTS

FroM THE UNIVERSITY OF ILLINOIS, COLLEGE OF MEDICINE,
DEPARTMENT OF PSYCHIATRY AT THE ILLINOIS NEUROPSYCHIATRIC INSTITUTE,
AND THE UNIVERSITY OF CHICAGO

EBl UNIVERSITY« ROCHESTER 30
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Turing Award: 2018

AOM.

o
EesMeEc e

p—— NRING m'a' A%) .E :* (:] \E

AWARD ‘%ﬁ% e - I
<% O - U

A.M. TURING AWARD WINNERS BY...
ALPHABETICAL LISTING

Yoshua Bengio

Geoffrey E Hinton

Yann LeCun

YEAR OF THE AWARD RESEARCH SUBJECT

GEOFFREY HINTON AND YANN LECUN TO DELIVER
TURING LECTURE AT FCRC 2019
June 23, 5:15 - 6:30 P.M., Symphony Hall

We are pleased to announce that Geoffrey Hinton and Yann LeCun
will deliver the Turing Lecture at FCRC 2019. Hinton's talk, "The
Deep Learning Revolution," and LeCun's talk, "The Deep Learning
Revolution: The Sequel," will be presented June 23rd from
5:15-6:30pm in Symphony Hall, Phoenix, Arizona.

No registration or tickets necessary to attend.

View the Livestream

FATHERS OF THE DEEP LEARNING REVOLUTION
RECEIVE ACM A.M. TURING AWARD

Bengio, Hinton, and LeCun Ushered in Major
Breakthroughs in Artificial Intelligence

ACM named Yoshua Bengio, Geoffrey Hinton, and Yann

LeCun recipients of the 2018 ACM A.M. Turing Award for
conceptual and engineering breakthroughs that have made deep
neural networks a critical component of computing. Bengio is
Professor at the University of Montreal and Scientific Director at
Mila, Quebec’s Artificial Intelligence Institute; Hinton is VP and
Engineering Fellow of Google, Chief Scientific Adviser of The Vector
Institute, and University Professor Emeritus at the University of
Toronto; and LeCun is Professor at New York University and VP and
Chief AI Scientist at Facebook.

Working independently and together, Hinton, LeCun and Bengio
developed conceptual foundations for the field, identified surprising
phenomena through experiments, and contributed engineering
advances that demonstrated the practical advantages of deep neural
networks. In recent years, deep learning methods have been

{50
\\@/
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Nobel Award: 2024

payaw|3 se|

John J. Hopfield Geoffrey E. Hinton

“for foundational discoveries and inventions
that enable machine learning
with artificial neural networks”
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Perceptron (1958
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https://en.wikipedia.org/wiki/Perceptron#/media/File:Mark_I_perceptron.jpeg

Perceptron (1958)

l w-x+b>0
0 otherwise

f(X) =

source
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Perceptron (1958)

l w-x+b>0
0 otherwise

f(X) =

“the embryo of an electronic
computer that [the Navy] expects
will be able to walk, talk, see,
write, reproduce itself and be
conscious of its existence.”
—New York Times

source

&0 UNIVERSITY~ROCHESTER 35
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https://en.wikipedia.org/wiki/Perceptron#/media/File:Mark_I_perceptron.jpeg

Perceptrons (1969)

e Shows that Perceptrons are limited in
what kind of functions they can
compute

e Famous example: Exclusive

Disjunction (XOR) . T—

e Not computable by a (single)
Perceptron

e We'll return to this

[@6)] .
5 UNIVERSITY* ROCHESTER 3 6




"Al Winter”

[@6)] 0
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"Al Winter”

e A reaction to the results showing the limits of Perceptrons
e (Gave the impression that Perceptrons can't deliver on promises
e Research funding dried up (i.e. from the government and other grants)

e Scientific community lost interest in the approach

[@® 6] 0
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"Al Winter”

e A reaction to the results showing the limits of Perceptrons
e (Gave the impression that Perceptrons can't deliver on promises
e Research funding dried up (i.e. from the government and other grants)

e Scientific community lost interest in the approach

e [he reaction was probably over-pessimistic

e Already known at this time that any boolean function can be computed by
deeper networks of Perceptrons

e Nonetheless, the technology languished for decades

[@® 6] 0
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Deeper Backpropagation (1986)

»
i _u; o N 3
. ,'}. ba il
(. 4 ] !

e Presented multi-layer networks, trained

by the Backpropagation algorithm ’~~PARALLEL DJSTR'BUTED '
B PROCESSING

| Il discuss) -~ e
(WhICh We ISCUSS v VEXPR 7r3{ afm '7(!:; Mrcro 31? a Ur )‘ﬂogmu | tir

- 't‘ | | / .a
"z‘ Jum s Fumim( hs T o
. ' - .

e “The book Parallel Distributed Processing
presented the results of some of the first
successful experiments with back-
propagation in a chapter (Rumelhart et
al., 1986Db) that contributed greatly to the
popularization of back-propagation and
initiated a very active period of research
In multilayer neural networks.”

CDAVID 3 RUMEL}-{ART JAMES L MoéLEuAND
ANDTHE PDP Bt’sEARCHGROUP gl s f.;v(,f‘f
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Successful Engineering Application (1989)

e Convolutional networks (“LeNet”, after Yann LeCun) applied to
recognizing hand-written digits

e [rained on the MNIST Dataset

e Long considered the "Hello World" task of Deep Learning

e Deployed for automatic reading of mailing addresses, check amounts,
etC ' g . : RESEARCH

answer: 0

original website
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Computer Vision Results (2012

ImageNet competition results
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https://en.wikipedia.org/wiki/ImageNet#/media/File:ImageNet_error_rate_history_(just_systems).svg

Computer Vision Results (2012)

ImageNet competition results
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ILSVRC 2012: runner-up

Fisher based features + Multi class linear classifiers

Descriptor d,

Descriptor d,

Descriptor d;

uoisnj aje

Descriptor dy,

A\

SIFT, CSIFT,
RGBSIFT, LBP,
GIST

Feature x; Classifier w;
Feature x, Classifier W,
Feature x; Classifier W;
Feature x;, Classifier Wy,
Fisher Vector, Passive
Approx. GGV Aggressive

+(PQ)

source

> Score s

%

Detectors
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http://image-net.org/challenges/LSVRC/2012/isi.pdf

ILSVRC 2012: winner

ImageNet Classification with Deep Convolutional
Neural Networks

Alex Krizhevsky Ilya Sutskever Geoffrey E. Hinton
University of Toronto University of Toronto University of Toronto
kriz@cs.utoronto.ca 1ilya@cs.utoronto.ca hinton@cs.utoronto.ca
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https://papers.nips.cc/paper/4824-imagenet-classification-with-deep-convolutional-neural-networks.pdf

“AlexNet”

ILSVRC 2012: winner
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1000
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ImageNet Classification with Deep Convolutional

Neural Networks

Alex Krizhevsky
University of Toronto
kriz@cs.utoronto.ca

Ilya Sutskever

University of Toronto

ilya@cs.utoronto.ca

Geoffrey E. Hinton
University of Toronto
hinton@cs.utoronto.ca

NeurlPS 2012 paper
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2012-now

e Widespread adoption of deep Neural Networks across a range of domains

e Image processing / Computer Vision
e Game playing with Reinforcement Learning (e.g. AlphaGo/AlphaZero, ...)

e Natural Language Processing (and now LLMs)
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2012-now

e Widespread adoption of deep Neural Networks across a range of domains

e Image processing / Computer Vision
e Game playing with Reinforcement Learning (e.g. AlphaGo/AlphaZero, ...)

e Natural Language Processing (and now LLMs)

e What happened?
e Better learning algorithms / training regimes
e Larger standardized datasets
e Specialized computational hardware

e Videogames?

EBl UNIVERSITY« ROCHESTER 43
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Videogames and Neural Nets

e As it turns out, both 3D graphics and
neural networks involve lots of matrix
multiplications o

N

7,.‘r !

S
A

e The demand for better gaming graphics \\“
drove better Graphics Processing e
Units (GPUs)

-

.
444444

e The Deep Learning “Revolution” was
partially driven by this progress in
hardware
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Compute in Deep Learning

Two Distinct Eras of Compute Usage in Training AI Systems

Petaflop/s-days

let+4
AlphaGoZero

le+2 Neural Machine

Translation

TI7 Dota 1vl
le+0
VGG
ResNets
le-2 AlexNet
3.4-month doubling
le-4 Deep Belief Nets and
layer-wise pretraining
DQN
le-6
TD-Gammon v2.1
BiLSTM for Speech
108 LeNet-5
NETtalk RNN for Speech
ALVINN
le-10
le-12 2-year doubling (Moore's Law)
le-14 Perceptron ¢ First Era  Modern Era >
1960 1970 1980 1990 2000 2010 2020
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https://openai.com/blog/ai-and-compute/

log-scale!!

Compute in Deep Learning

Two Distinct Eras of Compute Usage in Training AI Systems

Petaflop/s-days
le+4

le+2

le+0

le-2

le-4

le-6

le-8

le-10

TD-Gammon v2.1 |

NETtalk
ALVINN

le-12 2-year doubling (Moore's Law)

1e-14 Perceptron

1960 1970 1980

1990

source

AlphaGoZero

Neural Machine _
Translation _

o ®TI7 Dota 1vl

VGG‘ -
ResNets

AlexNet

3.4-month doubling

Deep Belief Nets and
layer-wise pretraining _ |
” 'DQN

~ BILSTM for Speech
LeNet-5

‘.RNN for Speech
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Four Broad “Eras”

e 100% rule-based systems (1960s on)
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e 100% rule-based systems (1960s on)

e Early Machine Learning (mid-80s—mid-90s)

e Decision trees, naive bayes, etc
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e Early Machine Learning (mid-80s—mid-90s)

e Decision trees, naive bayes, etc

e Log-linear (a.k.a. Logistic Regression) models (mid-90s—mid-2010s)
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e 100% rule-based systems (1960s on)

e Early Machine Learning (mid-80s—mid-90s)

e Decision trees, naive bayes, etc
e Log-linear (a.k.a. Logistic Regression) models (mid-90s—mid-2010s)

e Neural Networks (2013 —now)
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Four Broad “Eras”

e 100% rule-based systems (1960s on)

e Early Machine Learning (mid-80s—mid-90s)

e Decision trees, naive bayes, etc
e Log-linear (a.k.a. Logistic Regression) models (mid-90s—mid-2010s)
e Neural Networks (2013 —now)

e All of these are still used in applications in every area!

e They all have different strengths and weaknesses




Early NLP Systems (1960s—1990s)




Early NLP Systems (1960s—1990s)

e 100% rule-based, hand-written algorithms
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Early NLP Systems (1960s—1990s)

e 100% rule-based, hand-written algorithms

e Lots of energy in ontology development / knowledge representation
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Early NLP Systems (1960s—1990s)

e 100% rule-based, hand-written algorithms
e Lots of energy in ontology development / knowledge representation

e Exhibit many core features of human linguistic competence
e Compositional generalization

e Abstract representations of meaning
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Early NLP Systems (1960s—1990s)

e 100% rule-based, hand-written algorithms
e Lots of energy in ontology development / knowledge representation

e Exhibit many core features of human linguistic competence
e Compositional generalization

e Abstract representations of meaning

e Fully interpretable, because humans engineered every part
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Early NLP Systems (1960s—1990s)

e 100% rule-based, hand-written algorithms
e Lots of energy in ontology development / knowledge representation

e Exhibit many core features of human linguistic competence
e Compositional generalization

e Abstract representations of meaning
e Fully interpretable, because humans engineered every part

e BUT: brittle, no graceful degradation, domain-specific
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Early NLP Systems (1960s—1990s)

e SHRDLU, e.q.

Person: Pick up a big red block.
Computer: OK.
Person: Grasp the pyramid.

Computer: I DON'T UNDERSTAND WHICH PYRAMID YOU MEAN.
Person (changing their mind): Find a block which 1is
taller than the one you are holding and put it into the
box.

Computer: BY "IT", I ASSUME YOU MEAN THE BLOCK WHICH IS
TALLER THAN THE ONE I AM HOLDING.

Computer: OK.

Person: What does the box contain?

Computer: THE BLUE PYRAMID AND THE BLUE BLOCK.
Person: What 1s the pyramid supported by?
Computer: THE BOX.

l
Py
1

PICK UP A BIG RED BLOCK.

OK.

49
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Early ML (80s—90s)

e Spurred by increase in compute power, plus availability of more data

ER 50



Early ML (80s—90s)

e Spurred by increase in compute power, plus availability of more data

e Generally, Generative models (models that learn to generate data)
e N-grams, Naive Bayes, HMMs, PCFGs, ...
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Early ML (80s—90s)

e Spurred by increase in compute power, plus availability of more data

e Generally, Generative models (models that learn to generate data)
e N-grams, Naive Bayes, HMMs, PCFGs, ...

e Much of the "learning" simply involved counting features in a dataset
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Early ML (80s—90s)

e Spurred by increase in compute power, plus availability of more data

e Generally, Generative models (models that learn to generate data)
e N-grams, Naive Bayes, HMMs, PCFGs, ...

e Much of the "learning" simply involved counting features in a dataset

e (Generally relies on heavy use of feature engineering

e |.e. encoding useful information about the data by hand / rule
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Early ML (80s—90s)

e Spurred by increase in compute power, plus availability of more data

e Generally, Generative models (models that learn to generate data)
e N-grams, Naive Bayes, HMMs, PCFGs, ...

e Much of the "learning" simply involved counting features in a dataset

e (Generally relies on heavy use of feature engineering

e |.e. encoding useful information about the data by hand / rule

e [hese are still solid baselines in many tasks
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Log-linear Models

o A.K.A. Maximum Entropy (MaxEnt), Logistic Regression, Multinomial
Classification

e Discriminative models (discriminate the class y based on data x; do not

try to generate the data)

P(y] %) o e 2"

learned

raw text — feature extraction [[gCET@ — output
weights
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Log-linear Models

0) LOC MISC | ORG PER
WORDS
PWORD:at -0.18 0.94 -0.31 028 -0.73
CWORD:Grace -0.01 0 0 -0.02 0.03
NWORD:Road 0.02 0.27 -0.01 025 -003
PWORD-CWORD:at-Grace 0 0 0 0 10
CWORD-NWORD:Grace-Road 0 0 0 0 0
NGRAMS (prefix/suffix only here)
(G -057 -004 026 -0.04 0.45
(Gr 027 -0.06 0.12 -0.17 -0.16
(Gra -0.01 -0.37 0.19 -0.09 0.28
(Grac -0.01 0 0 -0.02 0.03
(Grace -0.01 0 0 -0.02 0.03
(Grace) -0.01 0 0 -0.02 0.03
Grace) -0.01 0 0 -0.02 0.03
race) 0 0 0 -0.02 0.03
ace) 0.08 0.24 0.07 030 -0.10
ce) 0.44 0.31 -0.34 002 -038
e) 0.38 -0.14 -0.18 -0.06 0
TAGS
PTAG:IN -0.40 0.24 0.16 008 -008
CTAG:NNP -1.09 045 -0.26 043 0.47
NTAG:NNP 0.05 -0.19 0.18 -0.12 0.08
PTAG-CTAG:IN-NNP 0 0.14 -0.03 -0.01 -0.10
CTAG-NTAG:NNP-NNP -0.11 -0.05 0 -038 -0.54
TYPES
PTYPE:x:2 -007 -0.15 0.35 0.18 -0.31
CTYPE:Xx -2.02 0.46 0.19 0.57 0.80
NTYPE:Xx 022 -042 -0.19 0.29 0.54
PTYPE-CTYPE:x:2-Xx -0.20 0.08 0.10 0.10 -0.09
CTYPE-NTYPE: Xx-Xx 0.55 -0.13 -0.55 -0.13 0.26
PTYPE-CTYPE-NTYPE:x:2-Xx-Xx 0.10 0.37 0.10 0.12 -0.69
WORDS/TYPES
PWORD-CTYPE:at-Xx -0.21 0.57 -0.21 041 -0.56
CTYPE-NWORD:Xx-Road -0.01 0.27 -0.01 -023 -0.03
STATES
PSTATE:O 2.91 -0.92 -0.72 -058 -0.70
PPSTATE-PSTATE:O-O 1.14  -0.60 -0.08 043 -004
WORDS/STATES
PSTATE-CWORD:O-Grace -0.01 0 0 -0.02 0.03
TAGS/STATES
PSTATE-PTAG-CTAG:O-IN-NNP 0.12 0.59 -0.29 -0.28 -0.14
PPSTATE-PPTAG-PSTATE-PTAG- 0.01 -0.03 -0.31 0.31 0.01
CTAG:O-NN-O-IN-NNP
TYPES/STATES
PSTATE-CTYPE:O-Xx -1.13 0.37 -0.12 0.20 0.68
PSTATE-NTYPE:O-Xx -0.69 -03 0.29 0.39 0.30
PSTATE-PTYPE-CTYPE:O-x:2-Xx -0.28 0.82 -0.10 -026 -0.20
PPSTATE-PPTYPE-PSTATE- -022 -004 -0.04 -0.06 0.22
PTYPE-CTYPE:O-x-0O-x:2-Xx
Total: -1.40 2.68 -1.74 -0.19 -0.58
B8 UNIVERSITY»ROCHESTER 52
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Log-linear Models

e Learnable using standard optimization methods

O LOC MISC ORG PER
WORDS
PWORD:at -0.18 0.94 -0.31 0.28 -0.73
CWORD:Grace -0.01 0 0 -0.02 0.03
NWORD:Road 0.02 0.27 -0.01 -0.25 -0.03
PWORD-CWORD:at-Grace 0 0 0 0 10
CWORD-NWORD:Grace-Road 0 0 0 0 0
NGRAMS (prefix/suffix only here)
(G -0.57 -0.04 0.26 -0.04 0.45
(Gr 0.27 -0.06 0.12 -0.17 -0.16
(Gra -0.01 -0.37 0.19 -0.09 0.28
(Grac -0.01 0 0 -0.02 0.03
(Grace -0.01 0 0 -0.02 0.03
(Grace) -0.01 0 0 -002 003
Grace) -0.01 0 0 -0.02 0.03
race) 0 0 0 -0.02 0.03
ace) 0.08 0.24 0.07 -0.30 -0.10
ce) 044 0.31 -0.34 -0.02 -0.38
e) 0.38 -0.14 -0.18 -0.06 0
TAGS
PTAG:IN -0.40 0.24 0.16 0.08 -0.08
CTAG:NNP -1.09 0.45 -0.26 043 047
NTAG:NNP 0.05 -0.19 0.18 -0.12 0.08
PTAG-CTAG:IN-NNP 0 0.14 -0.03 -0.01 -0.10
CTAG-NTAG:NNP-NNP -0.11 -0.05 0 -0.38 -0.54
TYPES
PTYPE:x:2 -0.07 -0.15 0.35 0.18 -0.31
CTYPE:Xx -2.02 0.46 0.19 0.57 0.80
NTYPE:Xx -0.22 -0.42 -0.19 0.29 0.54
PTYPE-CTYPE:x:2-Xx -0.20 0.08 0.10 0.10 -0.09
CTYPE-NTYPE:Xx-Xx 0.55 -0.13 -0.55 -0.13 0.26
PTYPE-CTYPE-NTYPE:x:2-Xx-Xx 0.10 0.37 0.10 0.12 -0.69
WORDS/TYPES
PWORD-CTYPE:at-Xx -0.21 0.57 -0.21 041 -0.56
CTYPE-NWORD:Xx-Road -0.01 0.27 -0.01 -0.23 -0.03
STATES
PSTATE:O 291 -0.92 -0.72 -0.58 -0.70
PPSTATE-PSTATE:O-O 1.14 -0.60 -0.08 -043 -0.04
WORDS/STATES
PSTATE-CWORD:0O-Grace -0.01 0 0 -0.02 0.03
TAGS/STATES
PSTATE-PTAG-CTAG:O-IN-NNP 0.12 0.59 -0.29 -0.28 -0.14
PPSTATE-PPTAG-PSTATE-PTAG- 0.01 -0.03 -0.31 0.31 0.01
CTAG:O-NN-O-IN-NNP
TYPES/STATES
PSTATE-CTYPE:O-Xx -1.13 0.37 -0.12 0.20 0.68
PSTATE-NTYPE:O-Xx -0.69 -0.3 0.29 0.39 0.30
PSTATE-PTYPE-CTYPE:O-x:2-Xx -0.28 0.82 -0.10 -0.26 -0.20
PPSTATE-PPTYPE-PSTATE- -0.22 -0.04 -0.04 -0.06 0.22
PTYPE-CTYPE:O-x-O-x:2-Xx
Total: -1.40 2.68 -1.74 -0.19  -0.58
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Log-linear Models

e Learnable using standard optimization methods

e Interpretable: can see which features are important

e e.g. Klein et al 2003 on Named Entity Recognition:
e Weight for class PER for feature CURWORD:Grace: 0.03
e Weight for class PER for prefix “<G”: 0.45

O LOC MISC ORG PER
WORDS
PWORD:at -0.18 0.94 -0.31 0.28 -0.73
CWORD:Grace -0.01 0 0 -0.02 0.03
NWORD:Road 0.02 0.27 -0.01 -0.25 -0.03
PWORD-CWORD:at-Grace 0 0 0 0 10
CWORD-NWORD:Grace-Road 0 0 0 0 0
NGRAMS (prefix/suffix only here)
(G -0.57 -0.04 0.26 -0.04 0.45
(Gr 0.27 -0.06 0.12 -0.17 -0.16
(Gra -0.01 -0.37 0.19 -0.09 0.28
(Grac -0.01 0 0 -0.02 0.03
(Grace -0.01 0 0 -0.02 0.03
(Grace) -0.01 0 0 -0.02 0.03
Grace) -0.01 0 0 -0.02 0.03
race) 0 0 0 -0.02 0.03
ace) 0.08 0.24 0.07 -0.30 -0.10
ce) 0.44 0.31 0.34 002 -0.38
e) 0.38 -0.14 0.18 -0.06 0
TAGS
PTAG:IN -0.40 0.24 0.16 0.08 -0.08
CTAG:NNP -1.09 0.45 -0.26 043 047
NTAG:NNP 0.05 -0.19 0.18 -0.12 0.08
PTAG-CTAG:IN-NNP 0 0.14 -0.03 -0.01 -0.10
CTAG-NTAG:NNP-NNP -0.11 -0.05 0 -0.38 -0.54
TYPES
PTYPE:x:2 -0.07 -0.15 0.35 0.18 -0.31
CTYPE:Xx -2.02 0.46 0.19 0.57 0.80
NTYPE:Xx -0.22 -0.42 -0.19 0.29 0.54
PTYPE-CTYPE:x:2-Xx -0.20 0.08 0.10 0.10 -0.09
CTYPE-NTYPE: Xx-Xx 0.55 -0.13 -0.55 -0.13 0.26
PTYPE-CTYPE-NTYPE:x:2-Xx-Xx 0.10 0.37 0.10 0.12 -0.69
WORDS/TYPES
PWORD-CTYPE:at-Xx -0.21 0.57 -0.21 041 -0.56
CTYPE-NWORD:Xx-Road -0.01 0.27 -0.01 -0.23 -0.03
STATES
PSTATE:O 291 -0.92 -0.72 -0.58 -0.70
PPSTATE-PSTATE:O-O 1.14 -0.60 -0.08 -043 -0.04
WORDS/STATES
PSTATE-CWORD:0O-Grace -0.01 0 0 -0.02 0.03
TAGS/STATES
PSTATE-PTAG-CTAG:O-IN-NNP 0.12 0.59 -0.29 -0.28 -0.14
PPSTATE-PPTAG-PSTATE-PTAG- 0.01 -0.03 -0.31 0.31 0.01
CTAG:O-NN-O-IN-NNP
TYPES/STATES
PSTATE-CTYPE:O-Xx -1.13 0.37 -0.12 0.20 0.68
PSTATE-NTYPE:O-Xx -0.69 -03 0.29 0.39 0.30
PSTATE-PTYPE-CTYPE:O-x:2-Xx -0.28 0.82 -0.10 -0.26 -0.20
PPSTATE-PPTYPE-PSTATE- -0.22 -0.04 -0.04 -0.06 0.22
PTYPE-CTYPE:O-x-O-x:2-Xx
Total: -1.40 2.68 -1.74 -0.19 -0.58
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Log-linear Models

e Learnable using standard optimization methods

e Interpretable: can see which features are important

e e.g. Klein et al 2003 on Named Entity Recognition:
e Weight for class PER for feature CURWORD:Grace: 0.03
e Weight for class PER for prefix “<G”: 0.45

e Feature engineering is...
e Expensive (takes and expert much time to annotate)
e Incomplete (might be useful features the expert misses)

e Sparse (some features aren't useful so the compute is wasted

0O LOC MISC ORG PER
WORDS
PWORD:at -0.18 0.94 -0.31 0.28 -0.73
CWORD:Grace -0.01 0 0 -0.02 0.03
NWORD:Road 0.02 0.27 -0.01 -0.25 -0.03
PWORD-CWORD:at-Grace 0 0 0 0 10
CWORD-NWORD:Grace-Road 0 0 0 0 0
NGRAMS (prefix/suffix only here)
(G -0.57 -0.04 0.26 -0.04 0.45
(Gr 0.27 -0.06 0.12 -0.17 -0.16
(Gra -0.01 -0.37 0.19 -0.09 0.28
(Grac -0.01 0 0 -0.02 0.03
(Grace -0.01 0 0 -0.02 0.03
(Grace) -0.01 0 0 -0.02 0.03
Grace) -0.01 0 0 -0.02 0.03
race) 0 0 0 -0.02 0.03
ace) 0.08 0.24 0.07 -030 -0.10
ce) 0.44 0.31 0.34 002 -0.38
e) 0.38 -0.14 0.18 -0.06 0
TAGS
PTAG:IN -0.40 0.24 0.16 0.08 -0.08
CTAG:NNP -1.09 0.45 0.26 043 047
NTAG:NNP 0.05 -0.19 0.18 -0.12 0.08
PTAG-CTAG:IN-NNP 0 0.14 0.03 -0.01 -0.10
CTAG-NTAG:NNP-NNP -0.11 -0.05 0 -0.38 -0.54
TYPES
PTYPE:x:2 -0.07 -0.15 0.35 0.18 -0.31
CTYPE:Xx -2.02 0.46 0.19 0.57 0.80
NTYPE:Xx -0.22 -0.42 0.19 0.29 0.54
PTYPE-CTYPE:x:2-Xx -0.20 0.08 0.10 0.10 -0.09
CTYPE-NTYPE:Xx-Xx 0.55 -0.13 0.55 -0.13 0.26
PTYPE-CTYPE-NTYPE:x:2-Xx-Xx 0.10 0.37 0.10 0.12 -0.69
WORDS/TYPES
PWORD-CTYPE:at-Xx -0.21 0.57 0.21 0.41 -0.56
CTYPE-NWORD:Xx-Road -0.01 0.27 -0.01 -0.23 -0.03
STATES
PSTATE:O 291 -0.92 0.72 -0.58 -0.70
PPSTATE-PSTATE:O-O 1.14 -0.60 -0.08 -043 -0.04
WORDS/STATES
PSTATE-CWORD:0O-Grace -0.01 0 0 -0.02 0.03
TAGS/STATES
PSTATE-PTAG-CTAG:O-IN-NNP 0.12 0.59 0.29 -0.28 -0.14
PPSTATE-PPTAG-PSTATE-PTAG- 0.01 -0.03 0.31 0.31 0.01
CTAG:O-NN-O-IN-NNP
TYPES/STATES
PSTATE-CTYPE:O-Xx -1.13 0.37 0.12 0.20 0.68
PSTATE-NTYPE:O-Xx -0.69 -0.3 0.29 0.39 0.30
PSTATE-PTYPE-CTYPE:O-x:2-Xx -0.28 0.82 0.10 -0.26 -0.20
PPSTATE-PPTYPE-PSTATE- -0.22 -0.04 0.04 -0.06 0.22
PTYPE-CTYPE:O-x-O-x:2-Xx
Total: -1.40 2.68 -1.74 -0.19  -0.58
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Enqmeered Features

- MISC - PER
WORDS
PWORD:at -0.18 0.94 -0.31 0.28 -0.73
CWORD:Grace -0.01 0 0 -0.02 0.03
NWORD:Road 0.02 0.27 -0.01 -0.25 -0.03
PWORD-CWORD:at-Grace 0 0 0 0 10
CWORD-NWORD:Grace-Road 0 0 0 0 0
NGRAMS (prefix/suffix only here)
(G -0.57 -0.04 0.26 -0.04 0.45
(Gr 0.27 -0.06 0.12 -0.17 -0.16
(Gra -0.01 -0.37 0.19 -0.09 0.28
(Grac -0.01 0 0 -0.02 0.03
(Grace -0.01 0 0 -0.02 0.03
(Grace) -0.01 0 0 -0.02 0.03
Grace) -0.01 0 0 -0.02 0.03
race) 0 0 0 -0.02 0.03
ace) 0.08 0.24 0.07 -0.30 -0.10
ce) 0.44 0.31 -0.34 -0.02 -0.38
e) 0.38 -0.14 -0.18 -0.06 0
TAGS

PTAG:IN -0.40 0.24 0.16 0.08 -0.08
CTAG:NNP -1.09 0.45 -0.26 043 047
NTAG:NNP 0.05 -0.19 0.18 -0.12 0.08
PTAG-CTAG:IN-NNP 0 0.14 -0.03 -0.01 -0.10
CTAG-NTAG:NNP-NNP -0.11 -0.05 0 -0.38 -0.54
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Neural Networks

e Key idea: no feature engineering
e Have a larger model learn which features are useful

e (but can be combined with feature extraction as well)
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Neural Networks

e Key idea: no feature engineering
e Have a larger model learn which features are useful

e (but can be combined with feature extraction as well)

e “End-to-end” learning paradigm:

raw text — learned non-linear model — output

@0 .
Ny UNIVERSITYROCHESTER 54




Neural Networks (drawbacks)
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Neural Networks (drawbacks)

e Regarded as uninterpretable ("Black Boxes")
e How do we know what the model has learned?
e Can we trust it in deployment? (Just look at headlines for cases where it goes wrong!)

e Sometimes learns to solve a dataset it was trained on, but not generalize
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Neural Networks (drawbacks)

e Regarded as uninterpretable ("Black Boxes")
e How do we know what the model has learned?
e Can we trust it in deployment? (Just look at headlines for cases where it goes wrong!)

e Sometimes learns to solve a dataset it was trained on, but not generalize

e Large-to-astronomical computational requirements (with environmental effects)

EBl UNIVERSITY« ROCHESTER 55
G




Neural Networks (drawbacks)

e Regarded as uninterpretable ("Black Boxes")
e How do we know what the model has learned?
e Can we trust it in deployment? (Just look at headlines for cases where it goes wrong!)

e Sometimes learns to solve a dataset it was trained on, but not generalize
e Large-to-astronomical computational requirements (with environmental effects)

e Large-to-astronomical data requirements, raising issues like:
e Documentation debt (what exactly went in to it?)
e Privacy and copyright concerns

e Amplifying biases
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Neural Networks (drawbacks
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e How do
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On the Dangers of Stochastic Parrots:
Can Language Models Be Too Big? §
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ABSTRACT

The past 3 years of work in NLP have been characterized by the
development and deployment of ever larger language models, es-
pecially for English. BERT, its variants, GPT-2/3, and others, most
recently Switch-C, have pushed the boundaries of the possible both
through architectural innovations and through sheer size. Using
these pretrained models and the methodology of fine-tuning them
for specific tasks, researchers have extended the state of the art
on a wide array of tasks as measured by leaderboards on specific
benchmarks for English. In this paper, we take a step back and ask:
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Timnit Gebru®
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Shmargaret Shmitchell
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The Aether

alone, we have seen the emergence of BERT and its variants [39,
70, 74, 113, 146], GPT-2 [106], T-NLG [112], GPT-3 [25], and most
recently Switch-C [43], with institutions seemingly competing to
produce ever larger LMs. While investigating properties of LMs and
how they change with size holds scientific interest, and large LMs
have shown improvements on various tasks (§2), we ask whether
enough thought has been put into the potential risks associated
with developing them and strategies to mitigate these risks.

We first consider environmental risks. Echoing a line of recent
work outlining the environmental and financial costs of deep learn-

Fre Al «1 1

es wrong!)

al effects)

1, UNIVERSITY+* ROCHESTER

55


https://dl.acm.org/doi/10.1145/3442188.3445922

Questions?

Next time: Vectors, Matrices, and Linear Transformations
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